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Abstract

Adopting digital twin technologies in small and
medium-sized enterprises (SMEs) is often hindered
by heterogeneous, poorly documented production
data. Current semantic type detection approaches
require massive labeled datasets making them
impractical for resource-constrained SMEs. We
propose a zero-shot hybrid framework combining
pattern-based classification with selective large
language model (LLM) reasoning for
manufacturing-specific data types. The two-stage
architecture uses rule-based patterns for high-
confidence cases, forwarding ambiguous columns
to a multi-step LLM reasoner. Evaluation on four
manufacturing datasets shows the hybrid approach
achieves weighted F1 within 7-24 percentage
points of pure LLM classification performance
while reducing LLM invocations by 39% on
average. Processing time decreased by up to 2.8x.
Our framework addresses a critical gap: automated,
computationally efficient data type recognition for
manufacturing SMEs without requiring training
data, contributing to automated simulation and
digital twin construction.

Keywords: Semantic Data Type Detection, Digital
Twin, Manufacturing SMEs, Zero-shot Learning,
Hybrid AI, LLM

1. Introduction

The transition toward data-driven manufacturing
has positioned digital twins as a key technology for
operational excellence, yet adoption remains
limited among small and medium-sized enterprises
(SMEs) due to data integration challenges (Baojing
et al., 2025; Calvetti et al., 2025; Hananto et al.,
2024; Jyeniskhan et al., 2024). Automated
simulation model generation should help to face
several constraints in time, knowledge, and
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resources for digitalization projects (Cimino et al.,
2025). A critical bottleneck in this process is
semantic data type detection, identifying whether
columns represent product identifiers, machine
identifiers, timestamps, activity types, or process
states, which forms an essential prerequisite for
automated simulation model generation and
consecutive digital twin construction (Behrendt et
al., 2025; Berti et al., 2025; Lugaresi et al., 2019;
Ragazzini et al., 2025).

1.1. Related Work

Existing approaches for data type classification in
SME manufacturing face several key limitations.
Supervised models such as Sherlock and SATO
rely on hundreds of thousands of labeled examples
(Hulsebos et al., 2019; Zhang et al., 2020), posing a
significant barrier for SMEs that lack both the data
volumes and expertise to create such datasets.
Additionally, these systems focus on general
semantic types (e.g., person, location, date)
optimized for web tables (Zhang et al., 2020),
neglecting manufacturing-specific semantics such
as machine states (running, idle, error), process
events (start, completion, failure), and production
identifiers (order identifiers, machine codes). While
SATO demonstrates that incorporating table
context, information from neighboring columns and
overall table structure, improves accuracy (Zhang et
al., 2020), this context-aware approach still requires
supervised training on a huge number of labeled
tables. This creates a critical gap: SMEs need an
approach that works without labeled training data
(zero-shot learning), incorporates table context for
improved accuracy, but remains practical to deploy
without machine learning expertise. LLMs have
emerged as highly effective tools due to their strong
zero-shot and few-shot learning capabilities (Brown
et al., 2020). By leveraging vast amounts of pre-
trained knowledge, LLMs can deeply understand
the semantic context of a given task (Ruan et al.,
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2024). This contextual understanding makes LLMs
suitable for data type recognition, a task frequently
referred to in the literature as Table Metadata
Prediction or Column Type Annotation (Badaro et
al., 2023). Unlike traditional data mining
techniques that rely on rigid rules or exact
dictionary matches, LLMs can interpret linguistic
nuances and deduce data types directly from the
semantic meaning of column headers and cell
values (Ruan et al., 2024). For raw manufacturing
datasets, this capability is particularly valuable, as it
enables automatic identification of target columns,
such as product identifiers, machine identifiers, and
timestamps, even when data quality is inconsistent
or explicit metadata is absent. By analyzing cell
contents in their raw, unprocessed form, LLMs are
capable of inferring the underlying high-level
semantic types with a high degree of accuracy (Iida
et al., 2021; Suhara et al., 2022). However, the
application of LLMs to tabular data is accompanied
by significant practical challenges, most notably
high computational costs and extended runtimes
(Dong & Wang, 2024; Ruan et al., 2024). To
mitigate these disadvantages, several studies
propose combining the semantic power of
transformer-based language models (LMs) with
classical, more deterministic approaches. For
instance, coarse-to-fine heuristic filtering
algorithms, such as BM25 or TF-IDF, can be
employed as a first step to rapidly reduce the search
space and isolate relevant rows or columns before
applying the computationally expensive LM
(Badaro et al., 2023). Today’s LLMs represent a
subset of LMs, distinguished primarily by their
substantially larger parameter counts (Brown et al.,
2020; Zhao et al., 2023). Deterministic data
simplification and truncation strategies, such as
filtering out sparse features or strictly limiting the
maximum sequence length of the input, can
drastically cut down memory requirements and
processing time without sacrificing the LLM's
semantic accuracy (Dong & Wang, 2024; Ruan et
al., 2024).

While supervised approaches achieve high accuracy
on general-purpose types and recent LLM-based
methods demonstrate zero-shot capability, no
existing work addresses the specific combination of
requirements for manufacturing SME deployment:
zero-shot classification with manufacturing-specific
taxonomies and selective LLM routing to balance
classification performance against computational
cost.

1.2. Research Questions & Hypothesis
Building on the identified gap, this work proposes a
hybrid architecture that combines deterministic
pattern matching with selective LLM reasoning for
manufacturing data type classification. The
following research questions guide the empirical
evaluation:

e RQ1: What classification performance
(weighted F1) and computational efficiency
(LLM usage rate, processing time) does the
hybrid pattern-LLM framework achieve
compared to baseline methods (pure pattern
matching, pure LLM processing)?

e RQ2: Does the confidence-based routing
mechanism effectively identify difficult
columns requiring LLM reasoning?

The following hypothesis is tested:

e H1: The hybrid approach achieves weighted F1
scores within 10 percentage points of pure LLM
classification performance while reducing LLM
invocations by approximately 50% and
processing time by at least 30%.

Following type classification, a simulation role
mapper identifies columns fulfilling essential
discrete-event simulation requirements (product
identifier, machine identifier, timestamp). This
second phase is prototypically implemented and
functionally validated on a subset of datasets, with
detailed evaluation reserved for future work.

2. Smart Data Adapter - Methodology
The identified gap is addressed through a zero-shot
hybrid architecture called Smart Data Adapter,
which requires no labeled training data. This system
automates semantic data type detection for
manufacturing datasets, enabling the construction
of automated simulation models and digital twins.
The approach combines rule-based pattern
classification with selective LLM reasoning to
achieve context-aware predictions while
maintaining computational efficiency. The
methodology consists of two sequential phases: (1)
column-level data type classification using a two-
stage hybrid classifier, and (2) simulation role
mapping to identify columns representing product
identifiers, machine identifiers, timestamps, activity
types, and lifecycle states.

2.1. Problem Formulation

Given a tabular manufacturing dataset D with
columns ¢y, ..., ¢, the Smart Data Adapter
produces a mapping f: ¢; = k; where k; € K , as
one of six manufacturing-specific data types,
together with a confidence score y; € [0,1] and a
provenance label indicating which classification
stage produced the result.

The target type set K comprises six data types
essential for manufacturing digital twin
construction (see Table 1) (Dorofeev et al., 2023;
Lugaresi et al., 2019):

19th International Doctoral Students Workshop on Logistics, Supply Chain and Production Management 107



Lina Déring, Sebastian Trojahn, Pascal Reusch

Table 1: Domain specific data types

Type Semantic Meaning

TEMPORAL Timestamps, dates,
durations for event

sequencing
IDENTIFIER Machine IDs, order

numbers, batch codes for
entity and resource tracking

STATE Machine states, quality
results representing
persisting conditions

QUANTITATIVE Sensor readings,
measurements, counts
CATEGORICAL Product types, materials,
locations with finite
vocabularies
EVENT TYPE Activity names in process

logs representing actions

being performed

/Phase 1: Column Data Type Classiﬁcation\

Stage 1: Pattern
Classifier

ACCEPT Stage 2: 4-Step

LLM Reasoning

¥ ACCEPT J

Columns = (type,
i confidence, stage)

/ Phase 2: Simulation Role Mapping \

Stage 1:
Keyword and

type matching

resolved —— unresolved

ACCEPT Stage 2: LLM-
Resolver (Single call)

\ : ACCEPT /

QOutput:
column = type + role mapping

Figure 1: Smart Data Adapter architecture. Phase
1 (Column Data Type Classification) is the focus of
this work and is evaluated empirically. Phase 2
(Simulation Role Mapping) is prototypically
implemented and briefly validated but detailed
improvement and evaluation is deferred to future
work.

General-purpose semantic type detection systems
such as Sherlock (Hulsebos et al., 2019) and SATO
(Zhang et al., 2020) operate over up to 78
heterogeneous web-derived types. The present
taxonomy reduces this to six types actionable in
manufacturing contexts, a domain-driven
simplification that makes zero-shot classification
tractable without labeled training data.

The Smart Data Adapter architecture seen in Figure
1 is explained in the next sections.

2.2. Phase 1: Two-Stage Hybrid Classifier
The core methodological contribution is a selective
routing architecture that combines fast deterministic
pattern analysis with slower LLM-based reasoning.
Each column is processed by a pattern classifier
that computes a confidence score; columns
exceeding a threshold t are immediately accepted,
while low-confidence columns are forwarded to an
LLM reasoning stage. This design ensures
computational cost is incurred for genuinely
ambiguous columns. When a column is forwarded
to Stage 2, the LLM receives not only the column's
raw data but also the Stage 1 type scores as
additional context, that the pure LLM lacks. This
enables the LLM to focus its reasoning on
genuinely ambiguous dimensions rather than re-
deriving signals that the pattern stage has already
quantified.

The threshold parameter t controls the trade-off
between classification performance and processing
efficiency. To characterize this trade-off
empirically, we conducted a threshold sensitivity
analysis across t € {0.4, 0.6, 0.8} on all datasets.

2.2.1. Stage 1: Pattern Classifier

The pattern classifier adapts statistical features from
Sherlock's global statistics group (Hulsebos et al.,
2019), specifically: uniqueness ratio, cardinality,
missing value ratio, distributional shape statistics
(skewness, kurtosis), string length statistics, and
character composition metrics. These features are
encoded as interpretable scoring rules rather than
neural network weights, eliminating Sherlock's
requirement for 686,000 labeled training examples
while retaining its most informative statistical
signals.

For each column, three evidence signals are
computed: (1) regex pattern matching against type-
characteristic value formats, (2) keyword matching
between column names and type-indicative
vocabularies, and (3) feature-threshold rules. Each
of the six data types receives an independent score
in [0,1] from weighted combinations of these
signals. Confidence is derived from the margin
between the top-scoring type Sy,,, and the runner-

up Sang:

¥ = min(1.0,2 - (Spmax — S2na))- (1)
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Margin-based confidence is more informative than
raw score magnitude because a high raw score can
co-occur with an equally high competing score,
indicating genuine ambiguity, whereas large
margins indicate strong evidence for exactly one

type.

2.2.2. Stage 2: LLM Reasoner

When Stage 1 confidence falls below threshold ¢,
columns are forwarded to a structured four-step
reasoning workflow:

1. OBSERVE: The LLM describes column
characteristics objectively, given the column
name, sample values (up to 15 unique entries),
and key statistical features. This grounds
subsequent reasoning in factual observation.

2. HYPOTHESIZE: Building on observations,
the LLM generates two to three candidate type
hypotheses with supporting rationale.

3. VALIDATE: Each hypothesis is cross-checked
against manufacturing domain knowledge
encoded in the prompt, including distinctions
commonly confused (e.g., STATE versus
EVENT TYPE differentiation by action
semantics rather than cardinality). Pattern
classifier scores are included as secondary
reference signals.

4. DECIDE: The LLM produces structured output
containing the selected type, confidence value,
and justification

This multi-step structure externalizes the reasoning
chain for auditability. Compared to single-shot
prompting, it empirically reduces classification
errors on ambiguous columns by forcing explicit
observation before hypothesis formation.

2.3. Phase 2: Simulation Role Mapping
After column-level classification, the simulation
role mapper searches for five predetermined
attributes: three essential for discrete-event
simulation (product identifiers, machine identifiers,
timestamps) and two optional attributes that
enhance model fidelity (activity types, lifecycle
states) (Behrendt et al., 2025; Dorofeev et al., 2023;
Lugaresi et al., 2019).

Resolution proceeds through: (1) keyword
matching against column names, (2) single LLM
call for unresolved roles receiving all column
metadata simultaneously. The single-call design
enables contextual reasoning across columns,
critical for avoiding double-assignment. Detailed
evaluation of this phase is beyond the scope of this
work. Section 3.4 reports brief prototype validation
results on a subset of datasets.

2.4. Experimental Setup

The proposed hybrid framework was evaluated
through a controlled experiment comparing three
classification approaches (pure pattern, pure LLM,
hybrid) across multiple datasets with varying

characteristics. Evaluation focused on classification
performance, processing efficiency, and threshold
sensitivity to characterize the classification
performance-cost trade-off inherent in selective
LLM routing.

2.4.1. Datasets

Development and calibration were conducted using
two datasets:

Synthetic Reference (6 columns): Standard
English naming conventions covering all six data
types. Serves as sanity check confirming pattern
matching implementation.

German Manufacturing Event Log (7 columns):
German terminology (e.g., Erfassung for
timestamp), company-specific abbreviations (e.g.,
ANL NR for machine identifier), ambiguous
semantic types. Ground truth was assigned by a
domain expert. Used for threshold calibration.
Evaluation was conducted on four manufacturing
datasets with varying characteristics:

Company A (8 columns): Production event log
with multiple temporal columns and state-coded
identifiers. Tests hybrid performance on ambiguous
multi-temporal schemas (Atzeni et al., 2023).

PHM1S5 sitela (10 columns): HVAC sensor data
representing out-of-domain case. Tests framework
behavior on non-manufacturing data (Song, 2016).

Industry Partner - easy names (10 columns):
Anonymized movement data with descriptive
English column names. Tests pattern classifier on
well-formed schemas.

Industry Partner - original names (10 columns):
Same data with original German identifiers. Tests
LLM fallback effectiveness on opaque naming
conventions.

For all datasets, ground truth was labelled by
domain experts solely for experimental validation.
In production deployment, the system operates
without ground truth labels.

2.4.2. Baseline Comparisons

Three classification approaches were evaluated:

e Pure Pattern: Pattern classifier only (Stage 1),
no LLM fallback. Represents fast deterministic
baseline.

e Pure LLM: Four-step reasoning workflow
applied to all columns without pattern pre-
filtering. Represents classification performance
upper bound at maximum computational cost.

e Hybrid: Pattern classifier with selective LLM
activation at threshold t. Main proposed
approach balancing classification performance
and efficiency.

The same LLM backend was used for both hybrid
and pure LLM conditions to ensure comparability
of LLM-dependent results.
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Table 2: Classification performance and efficiency

Dataset wF1 wF1 wF1 LLM usage Time Time
Pattern Hybrid LLM Hybrid Hybrid LLM (sec)
(sec)
Company A 0.598 0.738 0.633 62.5 % 176 280
PHM1S5 sitela 0.667 0.778 0.778 100.0 % 123 107
Industry Partner 0.555 0.758 1.000 40.0 % 160 358
— easy names
Industry Partner 0.600 0.833 0.904 40.0 % 130 366
— original names

Bold indicates best weighted F1 per row. Processing time measured as total seconds for all columns in dataset.

2.4.3. Threshold Sensitivity Analysis

To characterize sensitivity to the routing threshold
t, a parameter sweep over t € {0.4,0.6,0.8} was
conducted on evaluation datasets. For each
threshold value, the full three-way comparison
(pure pattern, hybrid, pure LLM) was executed and
weighted F1, processing time, and LLM usage rate
were recorded. Results are reported for t = 0.6 as a
representative balanced operating point between
conservative LLM usage (t = 0.4) and aggressive
LLM usage (t = 0.8). Weighted F1 scores varied
by less than 5 percentage points across the three
threshold values for all datasets, indicating
robustness to threshold selection. This robustness is
desirable for zero-shot deployment, as it allows
practitioners to select t based on computational
budget constraints without requiring labeled
validation data for tuning.

2.4.4. Evaluation Metrics

The framework was evaluated using seven
complementary metrics to assess classification
performance, confidence calibration, and
computational efficiency.

Weighted F1 (Primary Metric): Class-frequency-
weighted harmonic mean of precision and recall:

Weighted F1 = 5 (M225%) x F1, (2)

(Precisionyx Recally) d

where F1, = 2 X —
(Precisiony+ Recally)

support; denotes the number of true instances of
type k. This metric reflects the differential
importance of column types in downstream
simulation construction: errors in mandatory
simulation-critical fields (product identifiers,
machine identifiers, timestamps) render models
unusable, whereas misclassification of optional
attributes (activity types, lifecycle states) has lower
functional impact. Weighted F1 aligns metric
optimization with practical deployment
requirements.

Processing Time: Time in seconds.

LLM Usage Rate: Percentage of columns
forwarded to Stage 2:
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)

LLM Usage Rate = (IColumns routed to Stage ZI) % 100

n

This metric quantifies the effectiveness of selective
routing in minimizing expensive LLM invocations.

2.4.5. Implementation Details

A locally-hosted 120-billion-parameter open-
weight language model (gpt:0ss120b via Ollama)
(Ollama, 2025) was deployed for all LLM
reasoning steps. To ensure reproducible and
deterministic results, the temperature parameter,
controlling the randomness and creativity of the
LLM, was set to 0. This ensures that variations in
model outputs are attributable to differences in
input data or model architecture, rather than
stochastic sampling. Local deployment eliminates
per-token API costs and ensures processing time
measurements reflect hardware-bound rather than
network-bound performance. LLM inference
executed on an NVIDIA A100-SXM4-80GB GPU
which is part of the HSBI yourAlI-Cluster (yourAl
Hochschule Bielefeld (HSBI), 2024). Pattern
classification and data loading executed on local
device on Intel Core Ultra 7 165H CPU with 32 GB
RAM.

3. Results and Discussion

The hybrid framework was evaluated on four
manufacturing datasets comparing three approaches
(pure pattern, hybrid, pure LLM) at routing
threshold t=0.6. The following sections address
RQ1 (classification performance and computational
efficiency), RQ2 (routing effectiveness), hypothesis
assessment (H1), and brief simulation role mapping
validation.

3.1. Classification Performance and
Computational Efficiency (RQ1)
Table 2 reports weighted F1 scores, processing
time, and LLM usage rate at threshold t=0.6 for
three approaches: Pure Pattern (Stage 1 only),
Hybrid (pattern + selective LLM), and Pure LLM
(LLM for all columns).

Key Findings:

Classification Performance (Weighted F1): The
hybrid framework achieves weighted F1 scores
within 7-24 percentage points of pure LLM across
all datasets. On Company A, the hybrid
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outperforms pure LLM (0.738 vs 0.633) due to the
pattern prior providing additional evidence that the
standalone LLM lacks. On PHM15 (sensor data),
both LLM and hybrid approach converge at 0.778.
The Industry Partner datasets reveal the pattern
classifier's limitations on opaque German naming:
pure LLM achieves 0.904—1.000 weighted F1,
while the hybrid closes 60—-80% of the gap from
pattern baseline (0.555-0.600) toward pure LLM
classification performance.

Computational Efficiency: The hybrid reduces
processing time by 1.8—2.8x compared to pure
LLM on datasets with < 50% LLM usage rate
(Industry Partner -easy: 2.2x speedup, Industry
Partner -orig: 2.8% speedup). Mean LLM usage
across datasets is 60.6%, representing a 39.4%
reduction in LLM invocations compared to
universal LLM processing. PHM15 is the exception
where hybrid processing time (123s) exceeds pure
LLM (107s) due to 100% LLM usage adding
structured reasoning overhead without routing
savings.

Pattern Classifier Baseline: Pure pattern weighted
F1 ranges from 0.555-0.667, confirming that rule-
based methods alone are insufficient for real-world
manufacturing data with non-standard naming
conventions. The hybrid's value lies in selectively
invoking LLM reasoning where pattern confidence
is low.

Qualitative Column-Level Error Analysis: The
most frequent misclassification involves

EVENT TYPE versus CATEGORICAL: across all
datasets, columns representing process steps or
message types are systematically predicted as
categorical because both types share string-valued,
bounded vocabularies and the pattern stage lacks
keyword coverage for manufacturing-specific
action terminology. Even the pure LLM
misclassifies “message type” as categorical,
suggesting this distinction is inherently difficult
without explicit process context. The second
recurring confusion is TEMPORAL versus
QUANTITATIVE: “cycle_time”, a numeric
duration, is misclassified as quantitative by both the
pattern stage and the pure LLM. The hybrid
resolves this because the pattern prior's near-equal
TEMPORAL and QUANTITATIVE scores are
both included in the LLM prompt, causing the LLM
to consider TEMPORAL as a candidate, which the
pure LLM, without this prior, never considers.

3.2. Routing Effectiveness (RQ2)

The confidence-based routing mechanism is
evaluated through the pattern of hybrid
improvements relative to pure pattern baseline.
Effective routing predicts that columns escalated to
the LLM are genuinely difficult cases where Stage
1 is uncertain.

Evidence supports this prediction: Company A
(pattern wF1=0.598) shows the largest hybrid
improvement (+0.140), with 62.5% LLM usage
indicating most columns produce ambiguous
statistical feature profiles. In contrast, Industry
Partner -easy and Industry Partner -orig (40% LLM
usage) show moderate improvements, confirming
selective escalation of genuinely ambiguous cases.

The routing signal derives from the margin between
top-two type scores: y = min(1,2 - (s; — S2)).
Small margins trigger LLM escalation. PHM15's
100% escalation at all thresholds reflects that the
out-of-domain sensor schema produces consistently
low pattern confidence, appropriately routing all
columns for deeper analysis.

A formal per-column routing classification
performance test would require column-level
ground truth matched to routing decisions. The
aggregate evidence is consistent with effective
routing, though column-level validation remains
future work.

3.3. Hypothesis Assessment (H1)
The hypothesis is partially confirmed.

Efficiency criteria: Three of four datasets achieve
>30% processing time reduction (Company A: 37%
reduction, Industry Partner -easy: 55% reduction,
Industry Partner -orig: 64% reduction). Mean LLM
invocation reduction is 39.4% across datasets,
falling short of the 50% target but demonstrating
substantial computational savings.

Classification performance criteria: Two datasets
meet the 10-percentage-point threshold (Company
A: hybrid exceeds pure LLM by 10.5 percentage
points; PHM15: hybrid tied with pure LLM). The
Industry Partner datasets show weighted F1 gaps of
10-24 percentage points attributable to pattern
classifier limitations on German identifiers rather
than routing architecture weakness.

H1 is confirmed for manufacturing schemas with
clear statistical signatures (Company A) where the
hybrid balances weighted F1 performance and
efficiency effectively. The classification
performance shortfall on Industry Partner datasets
indicates that extending pattern classifier keyword
vocabularies to include German terms would close
the remaining gap without architectural changes.

3.4. Brief Validation: Simulation Role
Mapping

As a downstream validation, classified columns

were passed to the simulation role mapper to

identify three essential discrete-event simulation

attributes (product identifier, machine identifier,

timestamp) without manual configuration.

The mapper achieved 100% role identification

success on two of four evaluated datasets: Industry
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Partner -easy and Industry Partner -orig. Failure
modes on Company A and PHM15 were
diagnostic:

Company A: Schema contains two TEMPORAL
columns; the six-type taxonomy does not
distinguish event-primary from derived timestamps,
causing incorrect timestamp selection. This is a
taxonomy limitation requiring sub-type hierarchies.
PHM15: mapper correctly signals inability to find
required roles.

These results confirm that correct type
classification is sufficient for automated role
mapping when schemas match manufacturing
domain assumptions, while also revealing
taxonomy granularity as the primary limitation for
complex multi-temporal schemas.

4. Limitations and Conclusion

The proposed zero-shot hybrid framework
demonstrates that combining deterministic pattern
matching with selective LLM reasoning achieves
practical balance between classification
performance and computational efficiency. This
selective routing reduces LLM invocations by 39%
on average while maintaining weighted F1 within
724 percentage points of pure LLM classification
performance. The empirical evaluation validates
column-level semantic type classification (Phase 1),
demonstrating competitive performance in a zero-
shot setting on production event logs and
movement data. Phase 2, simulation role mapping,
shows promising results on two of four datasets but
requires further refinement before generalizability
can be claimed. End-to-end validation, whether
correct type classification leads to functionally
correct simulation models, remains an open
research question.

Several limitations constrain the generalizability of
these results. Ground truth labels were assigned by
domain experts solely for experimental validation,
enabling quantitative classification performance
assessment but not reflecting real-world
deployment where column types are unknown. In
production use, the framework operates without
ground truth, domain experts validate the six-type
taxonomy during configuration but do not label
datasets. Evaluation datasets contain only 8—10
columns each. With such small sample sizes,
weighted F1 scores exhibit high sensitivity to
individual misclassifications, a single error in an 8-
column dataset reduces weighted F1 by up to
12.5%. The pattern classifier relies on hand-crafted
rules with limited multilingual vocabulary coverage
(English and basic German); extending keyword
dictionaries would directly improve classification
performance on datasets with opaque or non-
English naming conventions.

Priority future work includes refining pattern
classifier vocabulary for multilingual
manufacturing environments, evaluating smaller
LLMs (7-13B parameters) to reduce computational
requirements, and implementing interactive
verification workflows for low-confidence
predictions. Integration into automated simulation
pipelines would validate whether improved type
classification translates to functionally correct
digital twin models.
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